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Introduction 
 

Using production data in development and testing is nowadays becoming more and more  

unacceptable.  Increased legislation, company fines, highly embarrassing data loss and data theft 

are forcing all companies to take a look at how they use production data for development and 

testing.  In addition, the increased use of offshore, near shore and virtual images opens up all 

sorts of problems for securing your data from prying eyes. 

 

A major technical area of interest to all IT departments is the question of what data to use in  

development, testing and offshore.  Currently most companies use copies of production data. 

This has obvious security issues but also has several disadvantages familiar to all CIOs: 

 

• Copied data is usually out of date by the time it is used for testing, making time specific 

tests irrelevant. 

• New functionality will not have any pertinent data. 

• Multiple users will set up specific test scenarios which will be destroyed every time  

       production is re-copied to testing.  

• Large copies of production data on less powerful testing hardware make queries and 

searches run slowly and take up lots of expensive disk. 

 

In addition to full sized copies, most companies will have additional approaches to building  

testing environments, these include: 

 

• A small development database in which users create data by hand, this usually contains a 

large amount of invalid data. 

• Extract a subset of production data for use in development using tools such as GT Subset. 

• Using capture playback tools such as QTP, Forecast Studio, etc to populate transactions  

       using the online applications. 

• Using data generation tools such as Datamaker to build accurate test data. 

 

At some stage during the development and testing lifecycle, users will access production data.  

This paper outlines some of the simpler techniques to obfuscate or mask 

the data whereby: 

 

• You cannot identify an original customer, account or secure entity 

from the masked data. 

• Overall data trends cannot be easily identified. 
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Where to Scramble? 
 

The first consideration when designing a scrambling architecture is, where do you want to  

physically scramble the data?  Is it good enough to copy production, move it into development 

run a few scripts and off you go?  In my opinion, I would suggest this is “not really good enough”. 

Legislation in the area of data privacy refers to “best efforts” and I would put this in the “doing as 

little as possible” category.  There are a few specific problems with this approach: 

 

• The live data lives in a development environment for a while unscrambled. 

• The scripts to scramble the data tend to get forgotten, are not kept updated and tend to be    

built by a single DBA who may move on. 

• There is no traceability. 

 

Better and more systematic approaches to data scrambling will depend upon your specific  

infrastructure.  Many sites, for example, will already have copies of production data for use as 

reporting databases or for access by data warehousing toolset.  These copy databases are  

protected by security layers and access control.  The reporting databases can then be used as a 

source for scrambling extracts without impacting on production performance. 

 

The main secure methods of scrambling are: 

 

• Extract the data through scrambling functions either on a live copy of production or 

      preferably a reporting copy. 

• Build a set of views that use scrambling functions to mask the data.  Data will be extracted      

through these views.  The access to these views can be granted using normal database  

security.  As an indicator the initial data retrieval through the views is usually 5 to 10 times 

slower than against a native table. 

Create a secure environment and take a copy of production data, update the data in situ and 

when complete copy this to development.  The same functions outlined in this paper can be used 

in update scripts to scramble the data in situ. 
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Ad Hoc or Systematic? 
 

As mentioned earlier, it is very easy to decide to write a few scripts to change a few customer 

names or alter a few characters of an account id.  There are obviously a few problems with this 

approach which include: 

 

• They tend to fall outside normal programming control and are written in SQL scripts and 

non standard languages such as PERL.  These scripts may well be perfect but tend not to be 

documented, not incorporated in source control systems and are not subject to testing by 

the test department. 

• Database structures tend to change regularly and the scrambling functionality needs to be 

upgraded with each release.  After a while the scrambling routines tend to be forgotten. 

 

In an attempt to be more systematic, the use of tools can be helpful as well as turning the  

scrambling task into a normal IT project.  The scrambling project would be subject to the  

infrastructure, testing and control used in your normal development lifecycle.  The benefits of 

this are: 
 

• Traceability – extremely important if data loss occurs. 

• The scrambling tends to be more thorough and more useful to testing teams. 

• Scrambling for new releases of software is automatically upgraded as part of the normal life 

cycle. 

 

Know your data 

 

 

Before beginning a scrambling project you will need to spend time 

understanding your data.  A request from management may be as 

simple as “make sure no one can recognize a customer”, however, 

understanding what a customer consists of is the first task before 

you can begin scrambling.  To begin building up a picture you will 

need to gather all of the available “free” information surrounding 

the data to be scrambled, this includes: 
 

• Foreign Keys.  How are tables related in the database? 

• Documentation.  This is usually held in a variety of formats and 

applications, however, they are rarely current. 

• User knowledge.  What is the users understanding of how and 

where key data is held and displayed? 

• Naming standards.  A surprisingly good source of information, 

column names in tables can give a strong hint to their use and 

relationship to other columns. 
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Once you have gathered a basic picture you will need to investigate the data itself to verify any 

documentation and try to understand in detail where the data is held and how it relates to other 

data.  There are a number of problems common across most systems, these include: 

 

• Data columns being used for multiple purposes.  It is quite common for limitations in an 

application to be overcome by creative use of fields.  Thus a field used for one purpose  

       contains data to identify data for other uses.  Examples of this type of usage are comment 

fields being used to hold structured information, these comments may contain data that is 

sensitive for example a temporary address or phone number. 

 

• Invalid Data.   As applications and databases evolve and merge with other systems data 

may be created that is invalid.  Users usually have an idea that this invalid data exists  

       however have made the decision to ignore the data problems as there is no critical problem 

that would justify the time to clean up the data. 

These data issues must be understood prior to scrambling a database. 

Documentation and Traceability 
 

It is hopefully obvious that the ability to demonstrate best efforts have been made to scramble 

data requires a documented trail.  Turning the task into a normal IT project will allow you to use 

your normal change control, testing and delivery  methodologies.  These are usually very mature 

in most organizations.  The documentation and control should include: 
 

• Which columns are sensitive and need scrambling? 

• Who has access to any scrambling functions, i.e. the code that scrambles should be  

       protected as well. 

• A before and after report of what the data has been changed from and to.  You can use  

       database compare tools such as Datamaker for this or generate triggers to update audit  

       tables.  

•  Who has access to any working schemas or files used in the scrambling process? 

 

 

 

 Figure 1 – Datamaker stores and audits which scrambling functions have been applied to  

each column 
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Scrambling Methods 

 

There are numerous methods used to  

scramble data, however, I shall break them 

down into three categories: 
 

• Simple independent functions to put in   

random text, dates and numbers. 
 

• Multi table column values, for example, 

an account number is used in lots of  

tables and as an identifier in other  

applications. 

• Offset values, for example, if a date is 

adjusted then other related dates must 

shift in line with the original date; if a 

post code is changed then corresponding 

address lines must also shift. 

 

When building up your library of functions remember that there are lots of powerful functions 

readily available, sources include: 

 

• Database functions – Every RDBMS comes with a vast library of built in functions many of 

which can be built up to scramble data quite easily. 

• Toolsets – Tools such as Datamaker come with many pre built functions. 

• Your own code – Some of the scrambling you need will be very specific to your systems, for 

example, customer numbers can be built up of combinations of locations, dates of birth 

and partial names.  There will be code in your system already that builds these numbers so 

use the same function as part of your scrambling strategy. 

• The internet – Provides a vast array of free code snippets which can be easily used. 
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Using Seed Tables 
 

A very effective technique to scramble data is to 

use one or many static or temporary tables to hold 

data that can be included as part of your  

scrambling routines.  These tables can include a list 

of made up customer names, product names,  

addresses, etc. 
 

   

 Static Tables 

 

 

 

 

 

 
 

 
 

  

 

 Figure 2 – Datamaker seed tables with examples of female names and titles 

 
 

It only takes a simple piece of SQL or, even better, a simple database function call to replace the 

data being extracted with data from the seed table. 

 

Some of the main advantages of static tables to feed the scramble routines are, the seed tables 

contain data familiar to testers; it can be added to very easily and can be customized to specific 

locales.  For example, it is very easy to create specific groups of addresses 

for each country. 

These seed tables should be populated prior to beginning the scrambling 

and verified that they contain no production data. 
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Dynamic Tables 

An easy to use and effective technique is to build tables that are exclusively used for a scrambling 

build.  The next time data is extracted you would simply drop and recreate the tables.  These  

tables tend to be used when data identifiers are used across multiple tables and a number must 

be changed to the same number across each of these tables.  
 

create table hotel_shift 

as select id, name, rownum row_num, 0 id_shift 

from hotels order by id; 

update hotel_shift h 

set h.id_shift = (select d.id from hotel_shift d 

                  where d.row_num =  

                   mod((h.row_num + 3), 

                       (select max(row_num) from hotel_shift)) + 1); 

 Figure 3 – An example SQL script to create a table of hotels and shift the id 4 away 

 

 

 

 

 

 

 

 

 Figure 4 – The id 5854 would be replaced with id 5770, and so on 

 

These cross reference tables can be very useful as they ensure that even if someone knows an 

internal id, they will not be able to find the specific detail of a customer.  So, for example, if you 

scramble customers names and addresses AND you shift the internal customer_id field, the data 

will still retain full integrity, however it will be difficult to identify a specific customer.  Other uses 

of this technique include: 

 

• Detaching address_ids from Customer_ids allowing separating customer 

transaction details     from address details. 

• Detaching sign on information from personal information. 
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Independent Functions  
 

A library of simple functions to apply to data as it is extracted should be built up, these should 

include: 

 

• Adding a small decimal increment to transaction values can mask individual transactions, 

for example, SELECT TRANSACTION_AMOUNT + TO_CHAR(SYSDATE,'DD') / 100 will add 

from 0.01 to 0.31 to a number dependant on the date. 
 

• Adding a number of days to all dates.  A very simple transformation to implement,  

assuming all your dates are identified as date data type.  This also has the obvious  

advantage of allowing time dependant process testing to be more accurate, an example 

would be: 

 

SELECT ORDER_DATE + 7 FROM ORDERS 

 

Bear in mind end of month processing can be affected by this.  You may be better off using 

a cross reference table to match up periods, for example: 

 

 

 Figure 5 – Datamaker Period Table  

• A simple lookup to a value in the seed table, for example:  
 

      select seed_value from (select seed_value, rownum rn                                           

         from seed_data                                             

        order by seed_value)   

 where rn =  mod((in_rownum - 1),wk_count) + 1;  
 

      Will bring back a random value from a seed table. 

 

• A simple substation, for example SELECT DECODE(BANK_TYPE,’C’,’S’,’L’,’M’,’P’) will reassign 

the code values C to S, L to M otherwise P. 
 

• Top and bottom Coding.  Setting a maximum and minimum value for a column, for exam-

ple: SELECT least(least(holiday_days,10) * -1, least(holiday_days + -1,-4)) *-1  holiday_days 

FROM People The above will set the minimum holidays days to 4 and the 

maximum to 10. 

 

The above techniques are sometimes know as Swapping or multidimensional 

Transformations. 
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Use a hash function using date, time and rownum as input to create random text or number 

values, for example:  

          translate(to_char(ora_hash(in_rownum +  

          1,4294967295,in_rownum)),'0123456789',' ABCDEFGH') 

 

• A simple text replace for a phone number is a perfectly simple way of cleaning data, for  

          example: 

 

           SELECT ‘212-555-2121’ PHONE_NUMBER, …. FROM  
 

Multi-table column values 

 

Many column values are repeated in other tables across the system.  These values can be  

external identifiers, for example, an ACCOUNT_NUMBER may be used extensively across a  

system and across other applications, or they could be internal identifiers for example  

ACCOUNT_ID.  While changing external values is obvious changing the internal identifiers should 

be considered.  If a user can identify an internal ID, sometimes they are displayed in reports, XML 

messages, error messages etc then data is no longer masked. 

 

The first problem is tracking down all of the links between tables and columns (see the section 

“Know your Data”) once this is done you need to make sure that the same scramble functions are 

applied to all of the related columns.  Identifying these columns may need a tree walk across your 

model, for example:  

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 Figure 6 – A tree walk using Datamaker to identify internal IDs  
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Functions that are used in multi-column scrambling should include: 

 

• A simple character by character replacement is an effective technique, basically shift  

      character 5 and 6 in a string identifier to one more less and one more respectively.   

      An example would be:  
 

       SELECT substr(card_number,1,6) ||  

       translate(substr(card_number,7,1),'0123456789','1234567890') || substr(card_number,8) 

CARD_NUMBER FROM  CREDIT_CARDS  
 

       In this example, the 7
th

 character is being shifted up by one.  As long as you apply the same 

function to all of the occurrences of this CARD_NUMBER then the system will retain  

       integrity.  Bear in mind that sometimes the column may be used for other purposes.  For 

example, the column could contain ‘NO CARD NO YET’, the scrambling function would then 

fail. 

 
• Hashing is a key component in multi column replacement.   It allows values to be  

transformed to the same value every time dependant on a hash key.  For example, 1 would 

be transformed to 7, 2 to 6,  3 to 1 etc.  Each value has a unique hashed value and is  

repeatable based on the hash key.  An example of this would be:  
 

       substr(translate(to_char(ora_hash(in_value,4294967295,in_parm1)), 

       '0123456789','1234567890'),1,9)  
 

       This would build a hashed Social Security number. 

 
• Using dynamic seed tables (see figure 4) will build an exact replacement value for each 

identifier.  You need to protect the seed table as it contains the “key to crack the code” and 

you must also protect the offset algorithm, as this can be used to identify data. 

 

Using the above techniques, it is possible to apply incremental updates to your development  

environment.  So, for example, if you extract sub sets of production transaction data to keep your 

development data up-to-date, you can run an extract and import and the new data which will still 

makes referential sense.  You MUST, however from time to time change any offset values, hash 

keys or simple algorithms and refresh the test databases as users will eventually work out the old 

and new values. 
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Offset Values  
 

Managing offset values can be more complicated as data in one column/table must be related to 

the other column/tables values for the system to operate in the same way as production.   

Obviously understanding where these types of relationships exist is crucial (see “Know your 

Data”.)  The types of offset values include: 

 

• Micro aggregation – The values of prior rows in a set of transactions refer to each other.  

For example a TRANSACTION_BALANCE is dependant of the TRANSACTION_AMOUNT and 

the TRANSACTION_BALANCE of the prior transaction. 

 

 

 

 
 

 Figure 7 – Calculating current balances based on the data in previous rows 

 

• Application process driven aggregations – Many systems have application components 

that calculate balances based on transaction throughput.  These tend to be separate  

          processes which can be run stand alone.  For example, if you are adjusting transaction 

amounts the customer balances may not match.  Running the balance adjustment process 

may be required to reset these values. 

 

• Offset dates:  If you adjust dates then other values may well have to be reset.  There are 

many examples of this such as: 

 

Dates of birth: Adjusting this by a few days, will alter the age and also the age bracket 

so a person may move into a different insurance premium. 

 

An Order Date: The Ship Date is after the Order Date, thus adjusting one date means the 

other must move by a similar amount. 

 

 

 

 
 

 Figure 8 – In Datamaker the Invoice Date, Reservation Date and Departure Date are offset from each other 
 

The aggregation and setting of offset values can be the hardest part of any scrambling project.  

In my experience, the extensive use of dynamic tables prior to create  

offset lookups is an effective technique, especially with date type data.   

In addition, the ability to use portions of application code may need to be  

incorporated into the scrambling routines to reset end of day balances, 

customer totals etc. 
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Data Creation 

 

Many organizations have very strict data usage restrictions and may well need to create data 

from scratch to use in their development and testing environments.  Having no access to  

production data is common in many government departments as well as more and more health 

care and financial sectors.  At first creating data from scratch may seem like a difficult task,  

however, when you consider some of the difficulties with scrambling and the basic problem of 

developing with full size databases that are often out of date it may well be an easier option. 

 

The basic procedures to do this are: 

 

• Create a standard data object, for example a Customer. 

• Tokenize or parameterise those objects such that you can vary them when you create   

them.  

• Inherit objects such that you can make your own edits without affecting the original data 

objects. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 Figure 9 – Data object components 
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Infrastructure 
     Parent Child 

     Foreign Keys 

     ~NEXT~ 

     SQL Lookups 
 

Offset 
    Dates relatives to each     

other 

    Current Balance set by 
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Boundary Values 
    Equivalence Partitioning 

    Dates +/-1 

Fixed Values 
      Text 

    Status 
 

Random 
    Ranges 

    List of Values 

    Text 

    Seed tables 
 

Conditional 
    If Logic 
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Library of Functions 

 

Once you have completed your analysis and built a library of standard functions you can use 

these functions across the enterprise to scramble data in other systems and linked applications. 
  

 

 

 

 

 

 

 

 

 

 

 

 

 

 Figure 10 – A list of DB2 standard functions 

For each table in the application you must produce and store some level of documentation to 

verify the scrambling is effective and sufficient.  Spend some time looking at each column  

deciding on which function or transformation should be applied to each column.  You must also 

note any:  

 

• Pre processing required to build cross reference lookups. 

•  Post processing  balance aggregations etc. 
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Title, Gender and Marital status have been left unmasked – but how many  

divorced, female Lieutenant Colonels are there in your database? 

 Figure 11 – An example Person Table with associated notes 
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Column 
 

Usage 
 

Masking 
 

Notes 

Person ID Manufactured key Replace key with  

alternative using reversible 

algorithm 

Will need to  

demonstrate 

source of data 

Last Name   Replace with plausible  

alternative 

  

First Name   Replace with plausible  

alternative 

Link to Gender 

Middle Names   Replace with plausible  

alternative 

Possibly Link to 

Gender 

Gender   Leave   

Date of Birth   Replace with plausible  

alternative 

What is plausible 

depends on the  

application! 

Marital Status   Leave   

Previous Name   Replace with plausible  

alternative 

  

Title   Leave   

Address  Line 1     All need to be  

consistent – no 

good being 57 Any 

Street if that does 

not match the post 

code 

Address  Line 2     

Address  Line 3     

Address  City     

Address  County     

Address  Country     

Address  Postal Code     

Telephone – Home     Should match up 

with address? 

Telephone – Work       

Telephone – Direct       

Remarks 1 Mobile phone #   Unofficial use of a 

field but still  

requires masking 
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New Builds and Releases 

An often forgotten problem with scrambling is that minor and major new releases and builds may  

come thick and fast.  The scrambling toolset must be able to handle: 

 

• The addition of new possibly sensitive columns. 

• The addition of cross column relationships and offset values. 

• The addition of new functional requirements which may need new seed tables. 

 

It is important that the scrambling methods are updatable quickly and you do not have to spend 

time waiting, for example, for a DBA to update some scripts.  If this happens the initial work will 

be quickly lost and production data will begin being used again in development and testing. 

Summary 

Scrambling projects often start out as a small request to the DBA team to “Do something to make sure 

production data is not being used in development!”  While the DBAs may be able to do a quick job to 

scramble some columns, the responsibility or data ownership cannot live with this the DBA team.  A 

scrambling project should come under normal application control and be the responsibility of the  

development team in conjunction with the application “data owners”.  Too many projects have failed to 

deliver even basic data security by going down this route. 
 
A scrambling project should include: 

 

• Understand your data - Its peculiarities, quality issues and interfaces. 

• Agree up front what data is sensitive – Don’t forget to include internal IDs. 

• Discuss the different methods and how they apply to the application as a whole and in  

       detail at the column level. 

• Build up a library of functions – Consider reusing some of your existing code which may  

 handle non standard situations. 

• Consider buying in a toolset to scramble data. 

• Consider creating data from scratch – It is often easier than you think and has many bene   

fits in terms of the amount of code covered in testing. 

•  Document and audit everything you are doing. 

•  Use normal project control mechanisms. 

• Don’t forget that the scrambling has to be kept up to date – Design your 

scrambling application with this in mind. 
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About Grid-Tools 

Grid-Tools are specialists in test data creation, test data management and information lifecycle 

management.  Their experienced personnel have been writing and developing solutions for large 

companies in both the private and public sectors for over 15 years.   

 

The Grid-Tools Datamaker Suite includes a wide range of tools for test data management  

including such innovative products as Datamaker (a revolutionary tool that creates and publishes 

quality test data from production environments for development and testing and places this data 

in a central repository), DataShrink (for subsetting and shrinking databases), Data Test  

Professional (for managing the data feeding performance tools) and Data Archive (providing a 

different, more efficient approach to archiving).  
 

Within a short span of time, Grid-Tools have picked up significant momentum and an impressive 

list of well known and respected customers and strategic partners world-wide. 

 

The Grid-Tools methodology consists of using the “data-centric” approach to testing whereby, 

their focus is to ensure the quality of the test data you are using is of the right quality for  

successful testing. 

About Huw Price 

With over a 20 year career, Huw Price has been the 

lead technical architect for several US and European 

software companies.  Specializing in test automation 

tools, he has launched numerous innovative products 

which have re-cast the testing model used in the  

software industry.  As well as building new products, 

he has become a serial entrepreneur building-up 

three software companies and selling their technology 

to larger, less agile competitors.  Huw has provided 

high-level architecture design support to  

multinational banks, major utility vendors and health 

care providers.  A strong believer in balancing  

pragmatism with a visionary approach, he has been able to rapidly bring new products to market 

while maintaining strong quality control. 
 

Huw’s newest venture, Grid-Tools, has quickly redefined how large organizations need to  

approach their testing strategy.  Grid-Tools has introduced a strong data-centric approach to  

testing, launching new concepts such as “Data Objects”, “Data Inheritance” and “A Central Test 

Data Warehouse”.  Currently working with leading edge testing companies such as Fiorano,  

Facilita and Emprix, Grid-Tools are building on the strategy of improving automation tools and 

associated structured methodologies. 
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On the sixth day God created test data. 

On the seventh day he scrambled it... 

and man asked, “but, how did you do that?!!”  
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